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Abstract We consider liveness enforcing supervisory poli-
cies (LESPs) for a class of Petri net (PN) structures that model
automated manufacturing systems that are prone to livelocks.
This class is identified by the property that the existence of
an LESP for an instance initialized with a marking implies
the existence of an LESP when the same instance is initial-
ized with a larger marking. If a minimally restrictive LESP
prevents the occurrence of a transition at some marking for
an instance, then every LESP for the instance should pre-
vent the occurrence of the transition for the same marking.
There is a unique minimally restrictive LESP for a PN that
has an LESP. After reviewing the relevant theory, this paper
describes the implementation details of a procedure for the
automatic synthesis of the minimally restrictive LESP for
any instance from the aforementioned class.

Keywords Automated manufacturing systems · Service
enterprise systems · Petri nets · Supervisory control

Introduction

There are numerous instances of livelocks and deadlocks in
automated manufacturing systems, service enterprise sys-
tems; operations-management of multi-component organi-
zations with event-driven dynamics like shipyards, airports,
hospitals, etc. In the common parlance, a deadlock occurs
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when none of the processes in the system can proceed towards
completion due a faulty scheduling policy (cf. Valckenaers
and Van-Brussel 2003, for example). In contrast, a livelock
occurs where a process enters into a state of suspended anima-
tion, while the others in the system can proceed towards com-
pletion, without impediment. A livelock-free system does not
experience deadlocks. The elimination of livelocks consume
a significant amount of time, resources and cost in the devel-
opment of scheduling policies for automated manufacturing
systems, service enterprise systems, and safety critical soft-
ware in health-care and avionics.

An incorrectly supervised manufacturing- or service-
system can enter into a state where no activity progresses
towards completion. An anthropomorphic analogy could be
the well-intentioned directive of waiting for the other person
to use the doorway when two persons arrive simultaneously
at either end. While sensible, this directive creates a deadlock
when the individuals on either side apply the same directive
and wait indefinitely for the other to use the doorway. Anal-
ogous situations can occur with greater severity in service-
and manufacturing-systems.

The development process for task scheduling software for
operating systems has yielded design principles that avoid
deadlocks (cf. chapter 7, Silberschatz et al. 2009). The same
cannot be said for avoiding livelocks. In fact, it is quite com-
monplace for tasks entering into a livelock-state, and every
operating system provides the user with the capability of
forcibly terminating live-locked tasks without affecting the
other extant jobs in the system. Restarting a live-locked task
after forcibly terminating it will not rectify the situation in
most instances as only terminating other extant jobs can reset
the contentions that originally caused the livelocks. The ser-
vice level agreements (SLAs) in service-systems, and some
manufacturing systems, will not permit termination of jobs.
The only option is to design a task scheduler that ensures
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none of the extant jobs ever enter into the state of suspended
animation alluded to above. This paper is about a software
tool that automatically synthesizes such policies for auto-
mated manufacturing and service-systems that are modeled
using a family of Petri nets (PNs), which have been exten-
sively used to model manufacturing systems (cf. Castillo et
al. 2000; Ferrarini et al. 2004, for example).

A Discrete-Event/Discrete-State (DEDS) system is said
to be live (Alpern and Schneider 1985) if, irrespective of the
events that occurred in the past, every event that the model
describes, can occur at some point in the future. A live DEDS
system does not experience deadlocks or livelocks. As any
commuter waiting in gridlocked-traffic, or a Windows®-user
who has had to forcibly terminate a live-locked application
can testify, there are many instances where livelock-freedom
is highly desirable. There are numerous instances of live-
locks and deadlocks in automated manufacturing systems,
operations-management of multi-component organizations
with event- driven dynamics like shipyards, airports, hospi-
tals, etc. In this paper we concern ourselves with Petri net
(PN) models of these systems, where transitions in the PN
represent activities. The liveness property we seek guaran-
tees that irrespective of the past transition firings, every tran-
sition is potentially fireable, although not necessarily imme-
diately, in the future. A concurrent system with this prop-
erty does not experience livelocks, which is a property we
desire.

We consider PN models that do not meet the aforemen-
tioned liveness specification, and we explore the existence
of supervisory policies that enforce this property. At a given
marking of the PN, the supervisory policy selectively disables
a subset of controllable transitions to enforce the desired
liveness property. A PN is partially controlled if the set of
controllable transitions is a strict subset of the set of transi-
tions. The existence of a liveness enforcing supervisory pol-
icy (LESP) in an arbitrary, partially controlled PN is unde-
cidable (cf. corollary 5.2 of Sreenivas 1997). Furthermore,
neither the existence, nor the non-existence, of an LESP in
an arbitrary, partially controllable PN is semi-decidable (cf.
theorems 3.1 and 3.2 of Sreenivas 2012).

A PN is said to be ordinary if the weights associated with
its arcs is unitary, otherwise it is said to be a general PN.
There is no point in attempting to develop algorithms for
the synthesis of LESPs for the class of ordinary (or, gen-
eral) PNs, as these problems are not even semi-decidable.
We must therefore narrow our attention to a smaller class of
PNs if we wish to automate the process of LESP-synthesis.
Consequently, in this paper we consider systems that can be
modeled by a class of general PNs where the existence of
an LESP for an instance initialized at a marking implies the
existence of an LESP when the same instance is initialized
with a larger marking. This class strictly includes the fam-
ily of ordinary Free-Choice PNs (cf. Sreenivas 2012), and a

few additional classes of general PNs (cf. Sreenivas 2013;
Somnath and Sreenivas 2013).

The rest of the paper is organized as follows: section
“Notations, definitions and other preliminaries” introduces
the relevant notions and introduces the topic of supervi-
sory control of PNs. A review of the results in the literature
that are relevant to the present paper is presented in sec-
tion “Review of results on LESP-synthesis”. In section “The
LESP-synthesis algorithm” presents, after a fashion, a review
of the results in reference Sreenivas (2012) which yields an
algorithm for the construction of an LESP, when it exists, for
an instance from the aforementioned class of PNs. After pre-
senting the implementation details of this algorithm in sec-
tion “Object-oriented implementation”. In section “Exam-
ples” introduces two illustrative examples. The conclusions
are presented in section “Conclusion”.

Notations, definitions and other preliminaries

We use N (N+) to denote the set of non-negative (positive)
integers. The term card(•) denotes the cardinality of a set.
A Petri net structure N = (Π, T,Θ, Γ ) is an ordered 4-
tuple, where Π = {p1, . . . , pn} is a set of n places, T =
{t1, . . . , tm} is a collection of m transitions, Θ ⊆ (Π ×
T ) ∪ (T × Π) is a set of arcs, and Γ : Θ → N+ is the
weight associated with each arc. A PN structure is said to
be ordinary (general) if the weight associated with an arc is
(not necessarily) unitary. The initial marking function (or the
initial marking) of a PN structure N is a function m0 : Π →
N , which identifies the number of tokens in each place. We
will use the term Petri net (PN) and the symbol N (m0) to
denote a PN structure N along with its initial marking m0.

A marking m : Π → N is sometimes represented by
an integer-valued vector m ∈ N n , where the i th component
mi represents the token load (m(pi )) of the i th place. The
weight of an arc is represented by an integer that is placed
along side the arc. For brevity, we refrain from denoting the
weight of those arcs θ ∈ Θ where Γ (θ) = 1.

For a string of transitions σ ∈ T ∗, we use x(σ ) to denote
the Parikh vector of σ . That is, the i th entry, xi (σ ), corre-
sponds to the number of occurrences of transition ti in σ .

We define the sets •x := {y | (y, x) ∈ Θ} and x• :=
{y | (x, y) ∈ Θ}. A transition t ∈ T is said to be enabled
at a marking mi if ∀p ∈ •t, mi (p) ≥ Γ ((p, t)). The set
of enabled transitions at marking mi is denoted by the sym-
bol Te(N , mi ). An enabled transition t ∈ Te(N , mi ) can
fire, which changes the marking mi to mi+1 according to
mi+1(p) = mi (p)− Γ (p, t)+ Γ (t, p).

In those contexts where the marking is interpreted as a
nonnegative integer-valued vector, it is useful to define the
input matrix IN and output matrix OUT as two n×m matri-
ces, where
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INi, j =
{

Γ (pi , t j ) if pi ∈ •t j ,

0 otherwise,

and

OUTi, j =
{

Γ (t j , pi ) if pi ∈ t•j ,
0 otherwise.

The incidence matrix C of the PN N is an n × m matrix,
where C = OUT− IN.

A set of markings M ⊆ N n is said to be right-closed Valk
and Jantzen (1985) if ((m1 ∈M) ∧ (m2 ≥ m1) ⇒ (m2 ∈
M)). Every right-closed set of vectors M ⊆ N n contains a
finite set of minimal-elements, min(M) ⊂M.

A PN structure N = (Π, T,Θ, Γ ) is Free-Choice (FC) if

∀p ∈ Π, card(p•) > 1⇒ •(p•) = {p},
where card(•) denotes the cardinality of the set argument. A
PN N (m0) where N is FC, is a Free-Choice Petri net (FCPN).

Supervisory control of PNs

The paradigm of supervisory control of PNs assumes a sub-
set of controllable transitions, denoted by Tc ⊆ T , which
can be prevented from firing by an external agent called the
supervisor. The set of uncontrollable transitions, denoted by
Tu ⊆ T , is given by Tu = T − Tc. The controllable (resp.
uncontrollable) transitions are represented as filled (resp.
unfilled) boxes in graphical representation of PNs.

A general PN structure N = (Π, T,Θ, Γ ) is said
to belong to the class F if, (1) N is an FCPN struc-
ture, and (2) ∀p ∈ Π, ((p• ∩ Tu = ∅) ∧ (card(p•) >

1)) ⇒ (∀tu ∈ p• ∩ Tu, Γ (p, tu) = mint∈p• Γ ((p, t))
)

(cf.
Somnath and Sreenivas 2013). That is, F is a collection of
general FCPNs such that if a place in a member of F has
multiple output transitions, and at least one of them is uncon-
trollable, then the weights associated with every arc from the
place at hand to any uncontrollable transition must be equal to
the smallest weight among all arcs originating from the place.

The family of ordinary PN structures, denoted by G, is
defined as follows—a PN N = (Π, T,Θ, Γ ) with a set of
uncontrollable transitions Tu ⊆ T belongs to the family G if
and only if ∀tu ∈ Tu,∀t ∈ T − {tu},
(•t ∩• tu = ∅)⇒ (card(•t) = card(•tu) = 1). (1)

That is, an ordinary PN structure N belongs to the family G if
and only if every place in N that violates the FC-requirement
of equation has output transitions that are controllable (cf.
Sreenivas 2013).

A supervisory policy P : N n × T → {0, 1}, is a func-
tion that returns a 0 or 1 for each transition and each reach-
able marking. The supervisory policy P permits the firing
of transition t j at marking mi , only if P(mi , t j ) = 1. If

t j ∈ Te(N , mi ) for some marking mi , we say the transi-
tion t j is state-enabled at mi . If P(mi , t j ) = 1, we say the
transition t j is control-enabled at mi . A transition has to be
state- and control-enabled before it can fire. The fact that
uncontrollable transitions cannot be prevented from firing
by the supervisory policy is captured by the requirement that
∀mi ∈ N n,P(mi , t j ) = 1, if t j ∈ Tu . This is implicitly
assumed of any supervisory policy in this paper.

A string of transitions σ = t1t2 . . . tk , where t j ∈ T ( j ∈
{1, 2, . . . , k}) is said to be a valid firing string starting from
the marking mi , if,

1. t1 ∈ Te(N , mi ),P(mi , t1) = 1, and
2. for j ∈ {1, 2, . . . , k − 1} the firing of the transition t j

produces a marking mi+ j and t j+1 ∈ Te(N , mi+ j ) and
P(mi+ j , t j+1) = 1.

The set of reachable markings under the supervision of P in
N from the initial marking m0 is denoted by�(N , m0,P). If
mi+k results from the firing ofσ ∈ T ∗ starting from the initial
marking mi , we represent it symbolically as mi σ→ mi+k .

A transition tk is live under the supervision of P if
∀mi ∈ �(N , m0,P), ∃m j ∈ �(N , mi ,P) such that tk ∈
Te(N , m j ) and P(m j , tk) = 1. A policy P is a liveness
enforcing supervisory policy (LESP) for N (m0) if all transi-
tions in N (m0) are live under P . The policy P is said to be
minimally restrictive if for every LESP P̂ : N n×T → {0, 1}
for N (m0), the following condition holds ∀mi ∈ N n,∀t ∈
T,P(mi , t) ≥ P̂(mi , t). If a PN has an LESP, then it has a
unique minimally restrictive LESP (cf. theorem 6.1, Sreeni-
vas 1997).

We now present a broad overview of the results in the liter-
ature on LESPs, which is followed by a detailed presentation
of results pertinent to the algorithm presented in section “The
LESP-synthesis algorithm”.

Review of results on LESP-synthesis

The study of supervisory policies that enforce liveness in PNs
using alternate methods has received attention from several
researchers over the last decade. Monitors are places added to
an existing PN structure, whose token load at any instant indi-
cates the amount of a particular resource that is available for
consumption. The input and output arcs to this place appro-
priately capture the consumption and production of resources
in the original PN. These were originally introduced into
supervisory control of PNs by Giua (1992) to handle mutual
exclusion constraints. Moody and Antsaklis represent live-
ness constraints in specific PNs as linear inequalities, which
are then implemented using monitor places. This work was
extended by Iordache and Antsaklis to include a sufficient
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condition for the existence of policies that enforce liveness in
a class of PNs called Asymmetric Choice Petri nets1 (Iordache
and Antsaklis 2003). Structural features of a PN, known as
siphons, characterize the liveness of some classes of PNs.
Several authors have used monitor place constructions that
prevent siphons from being undermarked (cf. Moody and
Antsaklis 1998; Hu et al. 2011, for example). References Hu
and Li (2010); Hu and Liu (2014) uses a set of inequalities
to characterize insufficiently marked siphons that is subse-
quently used to develop an algebraic LESP-synthesis pro-
cedure. Li et al. (2013) develop an iterative siphon-based
control scheme for preventing deadlocks in PN models of
manufacturing systems using a mixed integer programming
approach involving what are known as necessary siphons.

Reveliotis (2005) developed a class of policies for resource
allocation systems that can be extended to the PN-framework
using the theory of regions. Ghaffari et al. (2003) also use the
theory of regions to obtain a minimally restrictive supervi-
sory policy that enforces liveness for a class of PNs. Marchetti
and Munier-Kordon (2009) presented a sufficient condition
for liveness, that can be tested in polynomial time, for a
class of general PNs known as Unitary Weighted Event
Graphs. Basile et al. (2009) presented sufficient conditions
for minimally-restrictive, closed-loop liveness of a class of
Marked Graph PNs supervised by monitors that enforce Gen-
eralized Mutual Exclusion Constraints (GMECs). Ferrarini
et al. (1999) compare the performance of a selection of dead-
lock avoidance policies in PN models of flexible manufac-
turing systems.

The existence of an LESP for an arbitrary, ordinary PN
is undecidable (cf. corollary 5.2 of Sreenivas 1997). Further-
more, neither the existence, nor the non-existence of an LESP
for an arbitrary, ordinary PN is semi-decidable (cf. Theorems
3.1 and 3.2, Sreenivas 2012). Therefore, any procedure that
attempts to synthesize an LESP for an arbitrary, ordinary PN
will hang indefinitely for at least one instance for which there
is an LESP, and at least one other instance for which there is
no LESP. Since the class of general PNs strictly includes the
class of ordinary PNs, these observations hold for ordinary
PNs as well.

The existence of an LESP for a PN is decidable if (1) the
PN is bounded, or (2) if all transitions in the PN are control-
lable, or (3) if the PN belongs to a family of general FCPNs F
or the class of ordinary PNs G, both of which strictly contains
the class of ordinary FCPNs (cf. references Sreenivas 1997,
2012; Somnath and Sreenivas 2013 for relevant details). The
process of deciding the existence of an LESP in any of these
decidable classes is NP-hard. We now present a brief sur-
vey of the results in references Sreenivas 2012, which forms
the basis of the algorithm of section “The LESP-synthesis
algorithm”.

1 Cf. p. 554, Murata (1989) for a formal definition.

The minimally restrictive LESP for a PN that belongs to
the class F , or class G, is marking monotone. That is, if a
controllable transition is control-enabled at a marking by the
minimally restrictive LESP, then it is control-enabled at any
larger marking.

A transition t ∈ T in an FCPN is said to be a non-choice
transition, if (•t)• = {t}. The minimally restrictive LESP for
an ordinary FCPN does not control-disable any of the non-
choice transitions (Sreenivas 2006), and the same is true for
minimally restrictive LESPs for an instance in F and G. This
observation finds use in the algorithm for LESP synthesis,
which is presented in the next section, where all non-choice
transitions are assumed to be uncontrollable, even if they are
controllable (cf. the example in reference Chandrasekaran
and Sreenivas 2013).

The LESP-synthesis algorithm

We define the set of initial markings for which there is an
LESP for a PN structure N , as follows Δ(N ) = {m0 |
∃ an LESP for N (m0)}. The set Δ(N ) is control invariant
Ramadge and Wonham (1987) with respect to the PN struc-
ture N . That is, if m1 ∈ Δ(N ), tu ∈ Te(N , m1) ∩ Tu and

m1 tu→ m2 in N , then m2 ∈ Δ(N ). Only the firing of a con-
trollable transition at a marking in Δ(N ) can result in a new
marking that is not in Δ(N ).

Suppose m0 ∈ Δ(N ), then the supervisory policy that
control-disables any (controllable) transition at a marking
in Δ(N ) if its firing would result in a new marking that is
not in Δ(N ), is the minimally restrictive LESP for N (m0)

(Sreenivas 2012).
If the PN structure N is fully-controlled (i.e. Tu = ∅),

or if N belongs to the class F or class G, the set Δ(N ) is
right-closed, and is characterized by its minimal elements
min(Δ(N )). We restrict attention to PN structures N where
Δ(N ) is right-closed in subsequent discussions.

There is a procedure to test the control-invariance of a
right-closed set of markings Ψ of a PN structure N . If Ψ

does not pass this test, then it is possible to find the largest
subset of Ψ that is control invariant with respect to N .

If (1) Ψ is a right-closed set of markings that is control
invariant with respect to N , (2) N is a PN structure where
Δ(N ) is known to be right-closed, (3) PΨ is a supervisory
policy that control-disables any (controllable) transition at a
marking in Ψ if its firing would result in a new marking that is
not in Ψ , and (4) m0 ∈ Ψ , we can construct the coverability
graph, G(N (m0),PΨ ), of N (m0) under the supervision of
PΨ , along the same lines as the coverability graph of a PN.

The policy PΨ is an LESP for N (m0) if and only if

1. m0 ∈ Ψ , and
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2. (The path requirement) there is a closed-path v
σ→ v in

the coverability graph, G(N (mi ),PΨ ), for each mi ∈
min(Ψ ) where

(a) all transitions appear at least once inσ (i.e. x(σ ) ≥ 1),
and

(b) the net-change in the token-load in each place after
the firing of σ is non-negative (i.e. Cx(σ ) ≥ 0).

The LESP synthesis algorithm for a PN structure N that
belongs to a class where Δ(N ) is known to be right-closed
essentially involves a search for a right-closed set of mark-
ings Ψ that is control invariant with respect to N , where each
member of min(Ψ ) meets the path-requirement on its cov-
erability graph described above. This is done in an iterative
manner starting with an initial set

Ψ0 = {m0 | ∃ an LESP for N (m0) if all transitions inN

are controllable},
which is known to be right-closed. The LESP synthesis pro-
cedure is described below. The reader is referred to refer-
ences Sreenivas (2012) and Somnath and Sreenivas (2013)
for additional details.

– If m0 /∈ Ψi , the procedure terminates with the conclusion
that there is no LESP for N (m0).

– If m0 ∈ Ψi , and Ψi is not control invariant with respect
to the PN structure N , it is replaced by its largest control
invariant subset, Ψi+1 where Ψi+1 ⊂ Ψi . Following this,
the process is repeated with Ψi ← Ψi+1.

– If m0 ∈ Ψi , and Ψi is control invariant with respect to
the PN structure N , each minimal element of the con-
trol invariant, right-closed set Ψi is tested for the path-
requirement on its coverability graph described earlier.

– If all minimal elements satisfy this requirement, then the
members of min(Ψ ) are presented as a description of the
LESP for N (m0).

– If there are minimal elements that do not meet the path-
requirement, then each minimal element mi that fails the
requirement is “elevated” by card(Π)-many unit-vectors
as follows

mi ← {mi + 1i | i ∈ {1, 2, . . . , card(Π)}}

where 1i is the i th unit-vector. That is, the above process
replaces the minimal element mi with card(Π)-many
minimal elements, which in turn defines a right-closed
set Ψi+1 ⊂ Ψi . After this, the process is repeated with
Ψi ← Ψi+1.

This procedure forms the corpus of the algorithm, describ-
ed in the next section, which used to synthesize an LESP for

N (m0), when it exists, for a structure N for which it is known
that Δ(N ) is right-closed.

Object-oriented implementation

This section discusses the object-oriented implementation of
the algorithm described in the previous section. The imple-
mentation has been done in C++ on Mac (Windows) plat-
forms using the Xcode (Visual Studio 2012) complier. The
implementation makes use of the object-oriented concepts
like encapsulation and polymorphism. This implementation
primarily uses STL Containers viz. std::vector, a sequence
container for object collections. To enhance the performance
and efficiency, the implementation also uses certain key fea-
tures of Boost C++ Libraries (http://www.boost.org/).

Class diagram

Figure 1 shows the Object oriented representation of a
minimally restrictive LESP. The implementation is done
within four major classes called PetriNet, NodeTable,
MinimalElementsManager and MarkingVector that are
described in subsequent text.

Class PetriNet relates to Class MinimalElementMan-
ager using a ‘Has-a’ relationship. Class MinimalElement-
Manager holds a pointer to Class PetriNet and hence is
marked by a ‘Uses-a’ relationship. Class NodeTable and
PetriNet are tightly coupled with each other and hence are
declared as friends of each other, allowing both the classes
to access each others private members. PetriNet contains
objects of NodeTable and hence is marked by a ‘Has-a’ rela-
tionship while NoteTable holds a pointer to Class PetriNet.
The three classes PetriNet, NodeTable, MinimalElement-
Manager are marked by a ‘Has-a’ relationship with Mark-
ingVector and hence contain one or more objects of Marking
vector. The sections below give a detailed description and
functionality of each of these classes.

Class MarkingVector

The MarkingVector class is used to represent the marking
vector mi , which forms the basic building block of the algo-
rithms used to obtain the LESP for the net. The public mem-
bers of this class are place, a vector (STL container) of
integers that stores the token count. The class exposes over-
loaded methods for some basic arithmetic operations of addi-
tion (+), subtraction (−) and multiplication (×) by a constant
ω and set comparison operations. Every other class contains
members which are objects of the MarkingVector class. The
method initialize() is used to assign unit vector markings 1 j

corresponding to each place in the net. The Fig. 2 shows the
structure of this class.
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Fig. 1 Class diagram

Fig. 2 Class structure of MarkingVector

Class NodeTable

The NodeTable class implements the algorithm in figure
1 of reference Sreenivas (2012) to obtain the coverabil-
ity graph of the given PN structure with an initial mark-
ing, m0.processNode(), a recursive method is the primary
method of this class which in turn invokes the other member
functions to compute the vertex and edge parameters of the
KM-Tree (cf. figure 1, Sreenivas 2012). This method is initial-
ized with the initial marking m0. Each vertex together with
all its connecting edges forms a node in the NodeTable and is
characterized by the members fromNode, marking, byTran-

sition, enabledTransitions, nodeType, concurrent, con-
flicting, duplicateNode and index.

The function of each of the member variables in the Fig. 3
is given below

1. marking is an object of the MarkingVector class and
stores the marking corresponding to the node.

2. The nodes are indexed by an integer value which is stored
in index.

3. Each vertex except for the root vertex has a corresponding
parent vertex, the index of which is stored in the integer
member variable, fromNode.

4. All new vertices in the coverability graph are obtained
by traversing an edge that corresponds to the firing of a
transition. This edge corresponding to each node is rep-
resented in the node table by the member byTransition.

5. Nodes are classified into four categories as root (0), inter-
nal (1), duplicate (2) and terminal (4) using the integer
constants identified within the parenthesis. To obtain the
coverability graph, it is important to identify the type of
each node and nodeType, an integer, stores this infor-
mation.

6. If a node is identified as a duplicate of another node, the
index of the original node is stored in an integer member,
duplicateNode.

7. The list of transitions enabled at any node are stored as a
vector of integers in enabledTransitions. This depends
on the state of the net at that node which is defined by the
marking, mi .

8. Nodes can have concurrent/conflicting transitions which
are identified by the integer flag concurrent and con-
flicting.
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Fig. 3 Class structure of NodeTable

Table 1 gives a short description, input parameters and the
return type of some of the member functions of NodeTable
class.

Class MinimalElementsManager

The class structure of MinimalElementsManager is shown
in Fig. 4 and Table 2 presents a list of the associated methods,
a description of its functionality, the input parameters and
return type of a select subset.

A vector of pointer to objects of type MarkingVector
called minimalElements is used to store the computed min-
imal markings for the net that characterize an LESP. The
preliminary step in finding the minimal markings involves
the test for all the unit markings, 1 j . For a given net that is
fully controlled, the method classifyUnitVectors() is used
to ascertain if the unit markings 1 j meet the loop require-
ment identified in section “The LESP-synthesis algorithm”.
The member of typeMarkingVector, unitMarking is initial-
ized inside a for loop construct for each place in the net.

A object to NodeTable is created with unitMarking as the
marking of the initial node and the processNode() method
is invoked to obtain the coverability graph of this net. The
doTheLoopTest() method in PetriNet class is then called
to test the existence of an LESP for each of unit marking. If
satisfied, a pointer to a copy of unitMarking is pushed back
into minimalElements. The copy of those unit markings for
which the LESP test fails are pushed back in the member
markingsToBeChecked as a vector of pointer to objects
MarkingVector for further analysis.

The checkRemainingMarkings() method is used to
identify the favorable directions along which there exists a
possible minimal marking and compute the same. The num-
ber of directions that need to be checked is a power set
of the total number of places in the net. Since any mark-
ing can be represented by a linear combination of the unit
markings, the member markingsToBeChecked forms the
basis for the power set of markings to be analyzed. This is
done within the method called computeDirections(). The
power set is generated using the methods next() and sizeOf-
mask() called within computeDirections(). For each mark-
ing within markingsToBeChecked, the favourable direc-
tions are identified by adding it with marking mask which
corresponds to each element in the power set that is mul-
tiplied with a large constant ω (representing infinite tokens)
along the directions of evaluation and checking the condition
of LESP feasibility by computing the coverability graph with
the current marking as the initial node. The original basis
directions corresponding to a positive test are then pushed
back in the member directions. The marking in markingsTo-
BeChecked is then elevated along each direction in direc-
tions and then checked for LESP condition again. If the test is
satisfied then this elevated marking is a minimal marking and
is pushed back into minimalElements, else the marking is
added to the existing set of markingToBeChecked and this
process is repeated until all the remaining markings have been
checked. isMarkingAlreadyCovered() is a method used to
identify markings which are in the right-closed set of basis
markings. This check is done every time before the new mark-
ing identified as minimal is pushed back and also after the
method checkRemainingMarkings() completes. This com-
pletes the methods used in MinimalElementsManager to
obtain the minimal elements for a fully controlled Petri net.

The getControlInvariantSubset() method is used to
obtain the the largest control invariant subset of the set of
markings that characterize the minimally restrictive LESP
for the fully controlled net. The minimalElements member
is updated with this set when this method is executed i.e.,
any marking which is not control invariant is deleted from
the original set. The method isLESP() is then used to test for
the LESP condition for each marking in the control invariant
set. The markings for which the test is satisfied are stored
in the member LESPElementsofControlInvariantSet and
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Table 1 Method definitions of
Class NodeTable

Method name Description Parameters Return type

initialize() Initialization of Root
node

int parent Node int
edge
MarkingVector
initial marking

void

processNode() Get elements of
coverability graph

NodeTable current
node

void

classifyNode() Classify enabled
transitions

NodeTable current
node

void

identifyenabled Transitions() Identify enabled
transitions

NodeTable current
node

void

isTransition Enabled() Check if transition is
enabled

int transition
MarkingVector
marking

bool

doTransitions Overlap() Check if enabled
transitions overlap

vector <int>
enabled transitions

bool

areEnabled Transitions Concurrent() Check if enabled
transitions can fire
concurrently

vector <int>
enabled transitins

bool

isNode Duplicate() Check if current node is
a duplicate

NodeTable current
node

bool

fireTransition() Create edge with current
transition and next
node with new
marking

int transition
MarkingVector
current
MarkingVector
next

void

findOmega Places() Check if new marking ≥
prev. markings

MarkingVector new
marking int parent
node

void

Fig. 4 Class structure of MinimalElementsManager

the ones that fail are stored in NonLESPElementsOfCon-
trolInvariantSet. Both these members are defined by a vec-
tor of pointers to MarkingVector. Each element in Non-

LESPElementsOfControlInvariantSet is then elevated by
unit vectors along the favorable direction and the process is
repeated until an LESP exists.

Class PetriNet

The PetriNet class (cf. Fig. 5) encompasses objects of the
MarkingVector, NodeTable and MinimalElementsMan-
ager and exposes methods to the user to solve the goal prob-
lem. The interface is written such that this forms the first
layer of the code.

Inputs, initialization and validation

This section describes the member functions in this class that
are used for obtaining the user inputs, initializations and input
validation.

To solve for the LESP for any PN N where Δ(N ) is
right-closed, the inputs to the code are n, m, IN, OUT
and m0 are to be provided by the user (cf. Figs. 6b, 8b
for an illustrative example). These are stored in the mem-
bers noOfPlaces, noOfTransitions, inputWeightsToTran-
sition, outputWeightsFromTransition and initialMarking
respectively. noOfPlaces and noOfTransitions are inte-
ger members and initialMarking is of type MarkingVec-
tor. For a Controlled PN, there is an additional input which
corresponds to the transitions that are controllable. This
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Table 2 Select method
definitions of Class
MinimalElementsManager

Method name Description Parameters Return type

classify Unit Vectors() Check if unit markings are
minimal markings

PetriNet* current PN
MarkingVector initial
marking

void

check Remaining Markings() Check for markings of fully
controlled PN along
directions where unit
markings are not minimal

void void

compute Directions() Get feasible directions for
minimal markings

MarkingVector marking void

sizeOfMask() Calculate #unit of tokens in
each computed direction

MarkingVector direction int

next() Marking to be checked next MarkingVector direction bool

cleanUp() Get smallest subset of
computed minimal
elements

void void

getControl Invariant Subset() Obtain the control invariant
set of minimal markings

void bool

isLESP() Check if the loop condition
is satisfied for minimal
elements

void bool

isMarking Already)Covered() Check if marking is covered
by some minimal element

MarkingVector marking bool

elevate Elements AndCheck() Elevate #tokens along a
feasible direction if LESP
test fails

void void

input is given as a switch with 1 (0) denoting controllable
(uncontrollable) transitions. A global function getIOFile()
is used to read the name of the input file from the com-
mand line which initializes the inputFileName, noOf-
Places and noOfTransitions for the net with which an
object to PetriNet is assigned. The members inputWeight-
sToTransition, outputWeightsFromTransition are defined
as std::vector of pointers to objects of type MarkingVec-
tor. The system model of any Petri net is characterized
by its incidence matrix, C, which is represented by the
member incidenceMatrix. Also, to analyze a partially con-
trolled Petri net, it is required to identify the net token
load in each place corresponding to the firing of uncon-
trollable incidence and this is stored in the member uncon-
trollableIncidence. These two members have been defined
as std::vector of pointers to objects of type MarkingVec-
tor.

The loadInputData() method initializes IN, OUT, m0, Tu

and computes the incidence matrix C and the uncon-
trollableIncidence of the net. Since these algorithms that
obtain the minimally restrictive LESP markings are applica-
ble only to a specific class of Petri nets that include
free-choice nets, a method isNetFreeChoice() has been
included. Similar methods for the F and G classes will
be included in future versions. Two print methods printIn-
putsToConsole() and printControllableTransitions() have
been included with overloads for std:out for printing the
inputs.

LESP implementation

The LESP test for the class of PNs where Δ(N ) is known
to be right-closed is implemented in three stages: (1) LESP
test for a given initial marking m0 of the net, (2) Computing
the minimal elements that characterize the LESP for a net
where all the transitions are assumed controllable, and (3)
Computing the minimal elements that characterize the LESP
for a net where the controllable transitions are specified.

The member function doTheLoopTest is used to test for
the existence of the closed path v

σ→ v in G(N (mi ),PΨ )

for any marking mi . This is implemented as a feasibility-
test for an appropriately posed Integer Linear Program. This
is accomplished via the lp_solve API2. Specifically, the
ILP-instance is solved using a solve(lprec *lp) command
where lp is a pointer to the ILP-model, within the code.
The existence of the path with the desirable property in
G(N (mi ),PΨ ) corresponds to solve returning a zero in the
implementation.

In doesFullyControlledNetHaveLESP(), the node table
corresponding to the net is initialized with m0 and the
processNode() method is invoked to obtain the cover-
ability graph of the net. All the information correspond-
ing to the coverability graph is stored within this mem-
ber nodeTableElements. With the nodeTableElements
populated with the entire graph, the feasibility test doTh-

2 lpsolve.sourceforge.net/5.1/lp_solveAPIreference.htm

123

Author's personal copy



J Intell Manuf

Fig. 5 Class structure of PetriNet

eLoopTest() is invoked. There is an LESP if the test returns
a zero and no LESP if a one is returned.

To obtain the minimal markings that characterize an LESP
for both a fully Controlled PN and a partially controlled
PN, the object minimalElementsManager to the class Min-
imalElementsManager declared in this class is used to
invoke the appropriate methods. In computeMinimalEle-
mentsOfFullyControlledNet(), the LESP test is checked
for a sequence of markings evaluated iteratively first by

p1

p2

t1
t2

t3

2

2

2

2

3

p3 p4

t4

t6

t5

3
2

(a) N1(m0
1) (b) Input File

Fig. 6 a The general PN N1(m0
1), which is the PN from figure 2c of

reference Iordache and Antsaklis (2003). b The input file for N1(m0
1).

The first line of this file indicates that there are n = 4 (m = 6) places
(transitions). This is followed by the n×m IN and n×m OUT matrices.
The line following this, which has n entries, defines the initial marking
m0

1. This is followed by an m-long line that lists the controllable and
uncontrollable transitions. The controllable (uncontrollable) transitions
are identified by a 1(0)

checking for the individual token loads for each place of
the net using clasifyUnitVectors() and then iterating over
the remaining elements in checkRemainingMarkings() for
which the first condition was not satisfied. These functions
populate the minimalElements member of the class mini-
malElementsManager. The cleanUp() function class of is
then invoked for the minimalElementsManager object to
obtain min(Ψ ).

For the partially controlled net, the algorithm requires
the set of minimal markings with an LESP for the fully
controlled net to have been already computed and given
either as input or this method is invoked in sequence
with computeMinimalElementsOfFullyControlledNet().
The method computeMinimalElementsOfControlInvari-
antSet() invokes the getControlInvariantSubset() of the
minimalElementsManager to first obtain the largest con-
trol invariant subset of the minimal markings. This has been
implemented through a while control statement until no min-
imal marking violates the control invariance property. A
constant, MAX_ITERATION limits it from getting into an
infinite loop. The member function isLESP of minimalEle-
mentsManager tests if the LESP condition is satisfied for
each marking mi ∈ min(Ψi ). If an LESP exists for each of
these markings,the list of markings is output with the message
“There is an LESP.” If for some marking, the LESP condi-
tion fails, that particular marking is elevated by the markings
that correspond to the favorable directions and the function
is recursed until all the elements have an LESP.

A graph visualization software tool Graphviz3 is used to
obtain a graphical description of the coverability graph of

3 http://www.graphviz.org
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Table 3 Some of the method
definitions of Class PetriNet

Method name Description Parameters Return Type

doTheLoop Test() ILP implementation of
loop-condition with the
lp_solve API

char* input file name void

doesFully ControlledNet
HaveLESP()

LESP test for the fully
controlled PN for the
initial marking

void int

computeMinimal
ElementsOfFully
ControlledNet()

Minimal markings that
describe the LESP for
fully controlled PN

void void

computeMinimal
ElementsOfFully
ControlInvariant Set()

Minimal markings that
describe the largest
control invariant subset

void void

getCoverbility Graph() Write Graphviz output file char* file name void

Fig. 7 The output file generated from the input file of Fig. 6b. This
instance took 0.03 s on a 1.7 Ghz Intel Core i5 MacBook Air running
OS X 10.9 with 4 GB of memory

the net (cf. figure 2(b) Sreenivas 2012, for an illustrative
example). The PetriNet class also has a member functions
getCoveribilityGraph() that writes the coverability graph

p1

p2

t1

t2

t3

p3

p4

t4

t6

t5

p5

p8

p6 p7

p9

t7 t8

t9t10

(a) N1(m0
1) (b) Input File

Fig. 8 a The (unbounded) ordinary FCPN N2(m0
2), and its input file,

which is shown in figure (b). The format of the input file can be inferred
from the description of Fig. 6b

information into a (*.viz) file in a format that is readable
by Graphviz. Along with the nodeTableElements, this file
also requires the count of the different node classifications
and the struct nodeTableCountStruct is used to keep track
of this count. It holds three integer variables duplicateN-
ode, internalNode and terminalNode that represents the
cardinality of each named type respectively. Table 3 gives
a brief description of the methods discussed above together
with their parameters and return type.

We review two illustrative examples that highlight the var-
ious aspects of this software in the following section.

Examples

The general FCPN structure N1 shown in Fig. 6a is the
PN from figure 2c in reference Iordache and Antsaklis
(2003), which is a member of class F of reference Som-
nath and Sreenivas (2013). Consequently, we know Δ(N1)
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Fig. 9 The output file generated from the input file of Fig. 8b. This instance took 4.22 s on a 1.7 Ghz Intel Core i5 MacBook Air running OS X
10.9 with 4 GB of memory

is right-closed. The input file for N1(m0
1) is shown in

Fig. 6b. Figure 7 shows the output generated by the soft-
ware described in the previous section, which lists the
five minimal elements of min(Δ(N1)). The LESP that
disables t5 at any marking in Δ(N1) if its firing would
result in a new marking that is not in Δ(N1), is the
minimally restrictive LESP for N (m0

1) for any m0
1 ∈

Δ(N1).

Figure 8a shows an ordinary FCPN N2(m0
2). When the

software described in the previous section is run on the input
file shown in Fig. 8b, we get the output shown in Fig. 9.
Δ(N2) has forty-one minimal elements. The LESP that dis-
ables transitions t2 or t3 at any marking in Δ(N2) if firing any
one of these transitions would result in a new marking that
is not in Δ(N2) is the minimally restrictive LESP for N (m0

2)

for any m0
2 ∈ Δ(N2).
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Conclusion

Several automated manufacturing systems and service enter-
prise systems can be modeled using one of the known classes
of general Petri net (PN) structures for which the existence
of a liveness enforcing supervisory policy (LESP) when an
instance is initialized at a marking implies the existence of
an LESP when the same instance is initialized with a larger
marking. If there is an LESP for an instance, there is a unique
minimally restrictive LESP for the instance. If a transition is
prevented from firing by the minimally restrictive LESP at
a marking, then every LESP should prevent the firing of the
transition at the same marking.

A set of markings is said to be right-closed, if membership
of a marking in the set implies every larger marking belongs
to the set. The minimally restrictive LESP for an instance, if
it exists, is characterized by a right-closed set of markings. In
this paper, we described the object-oriented implementation
of the procedure that computes the finite set of minimal ele-
ments of this right-closed set when provided with an appro-
priately constructed input. This was accomplished by the use
of four major classes PetriNet, NodeTable, MinimalEle-
mentsManager, and MarkingVector, that are described
in section “Object-oriented implementation”. We presented
examples that illustrate the use of this software. Our current
efforts are focused on improvements that can reduce the exe-
cution time of this software using PN reduction techniques
(cf. Section V-C, Murata 1989), along with the identification
of additional families of PNs that satisfies the right-closure
property referred to earlier. Additionally, we are currently
incorporating fault-tolerant capabilities (cf. Li et al. 2004,
for example) to the LESP that are synthesized by the soft-
ware described in this paper.
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